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Abstract

A causal system for representing a musical stream and generating further expected
events is presented. Starting from an auditory front-end which extracts low-level
(e.g. spectral shape, MFCC, pitch) and mid-level features such as onsets and
beats, an unsupervised clustering process builds and maintains a set of symbols
aimed at representing musical stream events using both timbre and time descrip-
tions. The time events are represented using inter-onset intervals relative to the
beats. These symbols are then processed by an expectation module based on Pre-
dictive Partial Match, a multiscale technique based on N-grams. To characterise
the system capacity to generate an expectation that matches its transcription, we
use a weighted average F-measure, that takes into account the uncertainty asso-
ciated with the unsupervised encoding of the musical sequence. The potential of
the system is demonstrated in the case of processing audio streams which contain
drum loops or monophonic singing voice. In preliminary experiments, we show
that the induced representation is useful for generating expectation patterns in a
causal way. During exposure, we observe a globally decreasing prediction entropy
combined with structure-specific variations.

1 Introduction

We propose a causal and unsupervised system that learns the structure of an audio stream and pre-
dicts its continuation. A mid-level representation of the signal is discretized into a sequence of
symbols representing inter-onset intervals, timbre and pitch. A prediction of the next symbols can
then be provided. From this, the system can predict the nature and the timing of the next musical
event.

Statistical modelling of musical signals aimed at expectation has mainly been studied using either
symbolic or transcribed pitch sequences [1, 2, 3, 4]. Applied to audio, [5] has considered redundancy
reduction and unsupervised learning applied to musical and spoken audio (either waveform or spec-
tral distribution) and has defined a measure of suprisingness rooted in perception and information
theory. On the other hand, unsupervised transcription of arbitrary percussive sounds based on the
sounds’ rhythmic role using clustering techniques and a meter-relative hit description has been pro-
posed by [6]. Also, [7] have proposed an algorithm to build causally Prediction Suffix Trees so as
to describe the redundancies of attended audio signal. Here, we take an intermediate approach to
these works in which we focus on the symbolic expectation of musical audio signals through the
encoding of beat-relative timing and timbre features using a causal approach. We have implemented
in [8] a proof of concept for these ideas in which the expectation of an attended stream can be soni-
fied using concatenative synthesis. We aim to demonstrate our approach is general enough to be
applied to a wide range of musical signals, from percussive signals to monophonic melodies. To
achieve this, we present preliminary experiments using audio signals containing sung melodies of
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Austrian folk songs. We first introduce our system in details in Section 2, and illustrate the different
steps involved in the encoding and expectation of both time and timbre dimensions. In Section 3
we present a preliminary evaluation using monophonic sung melodies and compare the results to
those we obtained using percussive material [8, 9]. We also suggest that the expectation entropy
can be used to detect regularities in the attended signal, independently of the nature of the attended
signal. We then discuss the results and draw work directions in Section 4, and finally present our
conclusions in Section 5.

2 Approach

The system has the following main modules: feature extraction, dimensionality reduction, and next
event prediction. These components, all of which run simultaneously when the system is following
a musical stream, are shown in Figure 2. First, the feature extraction module is the audio front-end,
which extracts timbre descriptors, onsets and beats from the incoming signal. This module is based
on the aubio library [10]. Each extracted hit is encoded in the dimensionality reduction module
based on both time and timbre description, following an unsupervised scheme. Therefore, we obtain
a symbolic representation of the incoming events, to be used by the next event prediction module.
The resulting expectation can then be used to drive a concatenative synthesiser [8].

Figure 1: System diagram. Feedforward connections (left to right) enable to create a stream of
symbols to be learnt. Feedback connections (right to left) enable symbolic predictions to be mapped
back into absolute time.

2.1 Low and Mid-level Feature Extraction

2.1.1 Temporal detection

Onsets and beat location are extracted on-the-fly. We use a HFC-based onset detection function and
the default parameters for the tempo detection algorithm [11]. Based on this, for each new event,
the beat-relative inter-onset interval (BRIOI) is computed as follows:

BRIOI(t) =
IOI(t)

Period(t)
(1)

where IOI(t) refers to the inter-onset interval between the current event onset and the last onset,
and Period(t) refers to the current extracted beat period.

2.1.2 Timbre description

Each descriptor has been implemented in the aubio library, a C library for fast and causal annotation
of audio signals. Depending of the experiment, we use a subset of the following features:

• Zero crossing rate (ZCR)
• Spectral centroid (SC)
• Mel-Frequency Cepstrum Coefficients (13 MFCC). We have implemented the MFCC in

aubio following Slaney’s MATLAB implementation [12].
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• Pitch. We use the Spectral YIN algorithm [10], an adaptation of the YIN algorithm [13] in
the spectral domain.

For each detected onset, there are two ways of computing the timbre descriptors. The first approach
is the one we have used in [8, 9]: we simply compute the descriptors one the frame in which the
onset was detected, this method is adapted to process percussive events (e.g. drums) and allows the
transcription to be implemented in real-time. One the other hand, we can compute statistics over
each inter-onset region, which is more adapted to sustained pitched musical events. Consequently
we compute the median of the descriptors presented above over the inter-onset region.

2.2 Dimensionality Reduction

At initialisation time, the system starts from scratch and is exposed to a new musical sequence.
Before starting to effectively encode and expect musical events, the system accumulates observations
and therefore acts as a short-term memory buffer to accumulate statistics based on the incoming hits.
The reasons to perform this step are detailed further in [8].

2.2.1 Bootstrap step

Processes involved here are (a) feature normalisation and (b) estimation of the number of cluster for
both timbre features and BRIOI. First, we normalise the accumulated timbre descriptors and BRIOI
so that they have zero-mean and unit variance. The initial distribution parameters are stored so that
any normalised instance can be mapped back into its initial feature space.

2.2.2 Evaluating the number of symbols to work with

The number of clusters to represent both BRIOI and timbre events influences the performance of
the system and has to be chosen carefully during the bootstrap step. Following we explain how we
perform this estimation procedure. We perform a first cluster estimation using a grid of Gaussian
Mixture Models with diagonal covariance matrix, trained with Expectation-Maximisation algorithm,
following a voting procedure derived from [14].The grid has a size R*M , where M is the maximum
number of clusters we allow, and R is the number of independent runs. Each column of the grid
represents R models with an increasing number of clusters, from one to M . We train each grid
model with a expectation-maximisation algorithm, using 20 iterations. At the end of the process, for
each model, we compute the Bayesian Information Criterion (BIC, [15]), given by:

BIC = (−2 ln(L) + k ln(Ns)) (2)

where L is the maximised value of the log-likelihood function for the estimated model, k the number
of free parameters, and Ns the sample size. The BIC strongly penalises complex models, compared
to other model selection criteria. Models with few parameters and which maximise the data like-
lihood minimise the BIC. To decide the final number of cluster we compute the median over the
cross-runs:

K = medianR(argminM (BIC)) (3)

2.2.3 Running state

Once the clusters have been estimated for timbre features and BRIOI, we have to generate cluster
assignments for incoming instances and update the clusters to take into account these new instances.
To achieve this, we use a on-line k-means algorithm, with each cluster mean vector being initialised
by the GMM model selected at the end of the bootstrap step. A cluster is assigned to each instance
x following:

C(x) = argmin1<j<K ||x− µj ||2 (4)
where µj is the mean of cluster j. Then the mean of the assigned cluster is updated following:

∆µj = η(x− µj) (5)

Here η is the learning rate, which controls how much each new instance influences the mean update
of its assigned cluster. Values near 0 have the effect of quantising the incoming instance to the
cluster mean, while values near one tend to shift the cluster mean towards the instance assigned to
it. We have experimented values between 0.1 (BRIOI encoder) and 0.5 (timbre encoder).
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We illustrate the overall timbre encoding process in Figure 2, for three example sounds. The nor-
malised distance involved in the cluster assignment step is obtained at the end of the bootstrap step.
In the case of the monophonic melody, we know the score is containing exactly 10 different notes,
and 8 timber clusters have been estimated.
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Figure 2: Timbre clusters assigned to each event after exposure to a (a) a commercial jungle pattern
and (b) a sung monophonic melody. Note that (a) was produced using the MFCC description, while
(b) was produced using the pitch descriptor alone. In all cases, we take the median descriptors over
the IOI region. For (a) the points were then projected on two dimensions using Principal Component
Analysis for visualisation purposes. In (b), the vertical axis is not informative.

Finally, we show in Figure 3, the BRIOI cluster assignments when processing both excerpts. Each
figure shows the unclustered BRIOI histogram (bottom), and the histogram of clustered BRIOI (top),
i.e. in which each BRIOI event has been substituted by the current mean of its assigned cluster. In
the case of the monophonic melody, we know the score is containing exactly 5 different intervals,
and 4 BRIOI clusters have been estimated.
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Figure 3: Unclustered and clustered BRIOI histograms after exposure to (a) a commercial jungle
excerpt, (b) a sung monophonic melody. The vertical axis shows the number of instances present in
each bin.

2.3 Next Event Prediction

The expect module has to deduce the most likely future events based on the sequence observed so
far. We treat the incoming encoded signal as a sequence of symbols and use a symbolic expectation
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algorithm. In this work, we use the Prediction by Partial Match (PPM, [16]) algorithm. In N-gram
modelling, the probability distribution of the next symbol is computed based on the count of the
sub-sequences preceding each possible symbol. PPM is a multiscale prediction technique based on
N-grams, which has been applied to lossless compression and to the statistical modelling of sym-
bolic pitch sequences [4], in which several PPM implementations were compared. The probability
distribution of the next symbol ei(1 ≤ i ≤ K) given the context sequence ei−1

(i−n)+1 is given by:

p(ei|ei−1
(i−n)+1) =

(
α(ei|ei−1

(i−n)+1) if c(ei|ei−1
(i−n)+1) > 0

γ(ei−1
(i−n)+1)p(ei|ei−1

(i−n)+2) if c(ei|ei−1
(i−n)+1) = 0

where c(ei|ei−1
(i−n)+1) is the number of counts of each symbol ei following the subsequence

ei−1
(i−n)+1. When a symbol to be predicted has never appeared after ei−1

(i−n)+1, the model performs a
recursive backoff to a lower-order context. Here we use a PPM model with escape method C [17]
and update exclusion, which provides a reasonable tradeoff between accuracy and complexity.

γ(ei|ei−1
(i−n)+1) =

t(ei−1
(i−n)+1)P

K c(ei−1
(i−n)+1) + t(ei−1

(i−n)+1)
(6)

α(ei|ei−1
(i−n)+1) =

c(ei|ei−1
(i−n)+1)P

K c(e|ei−1
(i−n)+1) + t(ei−1

(i−n)+1)
(7)

where t(ej
i ) is the number of different symbols which have appeared in the subsequence ej

i .

2.3.1 Unfolding time expectation

Based on the symbolic expectation generated, we can produce a timbre and BRIOI symbol expecta-
tion. From this, we map back the normalised mean of the chosen BRIOI cluster and scale it to the
current extracted tempo to obtain the absolute time position of the expected onset for the expected
timbre cluster. Following we show in Figure 4 the results obtained after exposure to our two running
examples.
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Figure 4: Comparison of encoding (plain) and expectation (dashed) after exposure to (a) a commer-
cial jungle excerpt, (b) a sung monophonic melody.

3 Results

In this section we perform a preliminary evaluation using a set of three sung monophonic melodies
and compare our results with previous work obtained using a database of 49 drum excerpts. Further-
more, we show the expectators entropy signal can reveal the regularities of the attended signal both
drum and monophonic sung melody excerpts.
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Excerpt Folk.1 Folk.2 Folk.3
Exp.2 0.08 (7, 4) 0.32 (5, 3) 0.24 (5, 3)
Exp.4 0.22 (6, 4) 0.34 (6, 3) 0.25 (5, 5)
Exp.8 0.64 (7, 5) 0.53 (7, 3) 0.37 (5, 2)

Table 1: Results for Austrian folk sung monophonic melodies. WFM, (number of timbre and BRIOI
clusters in parentheses) for each Austrian folk song depending on exposure.

ZCR, SC MFCC
0.60 (3.22, 2.33) 0.69 (1.50, 2.42)

Table 2: Results for drum recordings from the ENST-Drum database (Reproduced from [9] for
comparison). Mean values of WFM (number of timbre and BRIOI clusters in parentheses) for each
run depending audio descriptors used. The results leading to best WFM are shown in italic.

3.1 Preliminary evaluation

3.1.1 Performance metric

In [8] we have suggested that a comparison between expectation and transcription can provide valu-
able information regarding the system ability to represent and encode the musical events and to
predict the next symbol to come. We thus propose to use the weighted average F-measure, which is
defined as follows:

WFM =
Kt∑
i=1

wiFi (8)

where Kt is the number of timbre clusters, each wi is obtained by dividing the number of onsets
assigned to cluster i by the total number of onsets, and Fi is the standard F-measure (with +/-50ms
tolerance windows) between onsets assigned to cluster i. The individual cluster-wise F-measures
involved in the resulting average computation are weighted by the proportion of events appearing in
that cluster. This enables to reduce the contribution of unused or scarcely used timbre clusters.

3.1.2 Experimental settings

To process the monophonic melodies, we use a timbre description containing all the descriptors
listed in Section 2.1.2, by computing their median over the inter-onset region. We use a PPM
expectator with upper bound equal to 5, i.e. the prediction of the next event is based a most on
the 5 previous events. Because our system is designed to learn in a causal way, it may learn more
accurately when being exposed to the excerpts several times: this is why we have experimented with
a number of repetitions of 2, 4 and 8. We report our results in Table 1 and also report as a reference
the results we obtained using a bigger drum excerpts database in Table 2. When using a number
of repetitions equal to 8, we obtain for the first two melodic excerpts a WFM which is smaller, but
comparable to our previous results using drums. Furthermore, here we estimate a greater number
of timbre clusters, which makes the prediction task more difficult. Concerning the last excerpt, we
obtain a smaller WFM, and the system seems less affected by exposure. One reason for this is that
this melody uses a 3/4 meter, which is not recognised accurately by the beat estimation algorithm
used here.

3.2 Expectation entropy

For each incoming event, the entropy of each expectator can provide information about the certainty
of the returned prediction. For each expectator, the entropy can be computed as follows:

H(p) = −
∑
K

p(ei)log2p(ei) (9)

In Figure 3.2, we show the entropy signal of both BRIOI and timbre predictors while the system
is attending musical excerpts. On the left, the system attends the running jungle pattern example.
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On the right, the systems attends the monophonic sung melody (denoted Folk.1 in Table 1). For
all excerpts, we can distinguish repeated entropy patterns around the loop boundaries which are
unknown by the system. This entropy signal may then be used to mark temporal cues and perform
some segmentation, meter detection and accent detection tasks, which will be investigated in future
work.
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(a) Commercial jungle drum pattern
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Figure 5: Instantaneous Entropy of timbre (top) and BRIOI (bottom) predictors for (a) a commercial
jungle excerpt, (b) a sung monophonic melody.

4 Discussion and future work

Even if our experiments using pitched material are very preliminary, they suggest our what/when
causal approach can also be applied to monophonic pitched material. We need to confirm this using
a representative database of audio containing pitch sequences. Here, we have focused on how our
system is able to provide a prediction of its encoded representation of musical signals. However,
the noise in the mid-level descriptors extraction is propagated into the symbolic description and the
sequence prediction. This is why it is ultimately required to compare the system expectation signal
with human annotations. This is not a straightforward task, mainly because in our unsupervised set-
ting, the number of estimated timbre clusters may not be equal to the number of labels appearing in
the human annotation. Finally, we aim at evaluating whether the system is able to learn a represen-
tation which can be generalised to similar attended patterns. In [4], the models evaluation involves
a cross-entropy computation on a test set of symbolic pitch sequences, and we plan to apply this
approach in our particular setting.

5 Conclusion

We have presented an unsupervised and causal approach to transcribe, encode and generate what and
when expectations based on constant-tempo musical audio, using both timbre and time dimensions.
Here, our definition of timbre includes all intrinsic properties of attended events, including pitch.
What makes our approach general is that few changes have to be applied to the system to process
drum sequences or sung melodies. We have illustrated the steps involved in the feature extraction,
dimensionality reduction and expectation processes and we have compared these steps when the
system processes percussive and pitched material. The weighted average F-measure shows how
the system gradually learns the structure of the attended sequence. The entropy of the expected
signals may be useful to describe regularities in the attended stream. Finally, we have discussed our
approach and main assumptions, and proposed work directions which are of interest for describing
the structure of musical patterns in a causal manner.
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